Value lteration



Solving Bellman equations

» Bellman eq for policy eval: Q(s,a) = R(s, a) + yE_p(;.) |Q"(s', 7(s")]

. Bellman optimality eq: Q*(s,a) = R(s,a) + yEy_p( o) |max Q*(s', a’)
’ | a'€A

* Key idea: they are fixed point equations

* Define Bellman update operators (mappings from functions to
functions) nicer & more common font: 77

« g7 RSXA N RSXA, for anyfe RSXA
(Tf)(s,a) := R(s,a) + YE, _ps o |f(5', 7(5"))]

¢« T :R¥A 5 R4 for any f € R4

(chf)(S, CZ) = R(Sa Cl) + y[Es’NP(S,a) maxf(s’, CZ/)

| a'€A

* Now we can rewrite Bellman equations succinctly

. c”ﬂQﬂ Qn G”Q* Q*



Value lteration

* Value iteration for solving Q*
» Initialize f;, € R>4 arbitrarily
* Ineach iteration, let f,,., < If,
* lerminate when ||f, — fi._ill IS Smaller than some threshold
* This is the Bellman error of f,_,
* In general, the Bellman error of fis defined as ||Tf — f| .

 Similarly, VI for solving V*: initialize in R®, apply the state-value
version of Bellman update operator

* AN example: https://people.eecs.berkeley.edu/~pabbeel/cs287-
fal2/slides/mdps-exact-methods.pdf



https://people.eecs.berkeley.edu/~pabbeel/cs287-fa12/slides/mdps-exact-methods.pdf
https://people.eecs.berkeley.edu/~pabbeel/cs287-fa12/slides/mdps-exact-methods.pdf
https://people.eecs.berkeley.edu/~pabbeel/cs287-fa12/slides/mdps-exact-methods.pdf

Convergence of Value lteration

* Value iteration converges exponentially fast to Q*

* Key result: Bellman update operators are y-contractions under [
norm: Forany f, 1/, |7f = T 1l < ¥Ilf = fll

* Proofs on board: (see link to proof notes on website)
* Establish the contraction property

. Use it to prove convergence: |If, — O*|l. < 7*Ilfy — Ol

* Exercise: to guarantee ¢ accuracy, how large k should be”



Remarks

* Q" can be solved in a similar manner: f,., < 97,

* J”lis also a y-contraction, so exponential convergence (proof
IS similar & easier b/c no max operator)

« J7"is alinear operator,  is not (due to the max)

* Recall that V™, V" also satisfy a form of Bellman equations

* Due to their similarity to the Bellman eq for Q’s, we often
overload the notations and write *V* = V*, JV* =V*

e Here 97, 9 are different from the previous operators for Q’s
(they map state-value functions to state-value functions), but
they are closely related and share very similar properties, so
we often denote them with the same symbols

* Prove to yourself that 77, I here are also y-contractions under
lo in R®



An alternative proof that does not use contraction

For simplicity, consider value iteration for solving V*, and we
initialize with fo = 0. Also assume non-negative rewards

Detine the H-step truncated value

H
VaH(s) = E Z yt_lrt | 7,8 =5
| =1 i

* How to maximize this value” Note: optimal policy is non-
stationary (depends on current state & remaining steps)

Key observation: fx in value iteration computes the optimal value
for V7K

Proot on board: use this observation to prove convergence



Greedy policy of an approximation to Q*

We see that value iteration converges to Q* very tast

Why do we want Q*? Because its greedy policy is 7*:

¥ = 7y« 1= (s = argmax 0*(s, a))
acd

But we may never get Q* precisely in finite iterations... it we take

the greedy policy of a close approximation of Q% is the policy
near-optimal?

Let f be any function, want to use ¢ := ||f — Q™| to bound
V> = V¥l

* Proof: see link to notes on course website



